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I Caches and Random Access

I Only caches provide processors
with suf�cient data rate.

I Even regular non-blocked access
patterns cause 1 cache miss for
every memory access.
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I Caches and Random Access

I Only caches provide processors
with suf�cient data rate.

I Even regular non-blocked access
patterns cause 1 cache miss for
every memory access.

CPU

Memory

L3 cache

L2 cache

L1 cache

Registers

Disk

1 5 9 13 2 6 10 14 3 7 11 15 4 8 12 16

Cache size 8 words, cache line size 4 words

Need algorithms with local memory access patterns!!!
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I Depth-First Search — The Black Sheep

A simple graph:

1 32 4 5 6 7 8 9 10 11 12 13 14 15 16

Adjacency lists:

1 5 9 13 2 6 10 14 3 7 11 15 4 8 12 16

Cache size 8 words, cache line size 4 words
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I Massive Graphs in GIS

I Road maps

I Triangular irregular networks (TINs)

I Appalachian mountains (50GB - 5TB data sets)
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I The Web Graph
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Size?
The sky is the limit.
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I Massive Graphs

I Geographic information systems

I Web modelling

I Railroad modelling

I Real-time walk-through systems

I . . .
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I Focus on Fundamental Problems

Extremely important and terribly hard:
I Depth-�rst search

I Breadth-�rst search

I Shortest paths

Other problems:
I Connectivity problems

I Topological sorting

I Graph separators
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I (Aggarwal/Vitter 1988)I/O-Model

CPU

Memory

Disk

I Computation in memory is free

I Memory can hold M items

I Disk divided into blocks of size B

I I/O = transfer of one block
between memory and disk

Cost of algorithm = # of I/Os

Complexities of common problems:

Sorting: sort(N ) = �
�

N
B logM=B

N
B

�

Sequential scanning: scan(N ) = �
�

N
B

�
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I (Frigo et al. 1999)Cache-Oblivious Model

CPU

Memory

L3 cache

L2 cache

L1 cache

Registers

Disk

I Many parameters

I Hard to use

I Non-portable
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I (Frigo et al. 1999)Cache-Oblivious Model

CPU

Memory

L3 cache

L2 cache

L1 cache

Registers

Disk

I Many parameters

I Hard to use

I Non-portable

CPU

Memory

Cache

I Design algorithm in RAM model
without knowledge of M and B

I Analyze in I/O-model assuming
optimal cache replacement
strategy
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I Techniques

I Ef�cient data structures

I Depth-�rst search

I Breadth-�rst search

I Single-source shortest paths

I Evaluating directed acyclic graphs

I Everywhere

I Graph contraction

I Connectivity problems (CC, BCC, MST)

I Planar separators

I Clustering

I Separator-based clustering for special graph classes

I Diameter-based clustering for undirected graphs
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I Data Structuring

I Use internal-memory algorithm with mild modi�cations

I Replace internal-memory data structures with
I/O-ef�cient/cache-oblivious ones:

I Priority queues

I Buffer tree (Arge 1995)

I Tournament tree (Kumar/Schwabe 1996)

I “Cache-oblivious PQ” (Arge et al. 2002)

I Funnel heap (Brodal/Fagerberg 2002)

I Bucket heap (Brodal et al. 2004)

I Buffered repository tree

I Cache-aware (Buchsbaum et al. 2000)

I Cache-obliivous (Arge et al. 2002)
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I Data Structuring

Results:

I Undirected breadth-�rst search (BFS) O(V + sort( E ))
(Munagala/Ranade 1999)

I Undirected single-source shortest paths (SSSP) O
�
V + E

B log2
E
B

�

(Kumar/Schwabe 1996)

I Undirected & directed depth-�rst search O
��

V + E
B

�
log2 V

�

(Chiang et al. 1995, Buchsbaum et al. 2000)

I Directed BFS & SSSP O
��

V + E
B

�
log2 V

�

(Buchsbaum et al. 2000)

Cache-oblivious versions (Arge et al. 2002, Brodal et al. 2004)

Problem: Adjacency list accesses result in V I/Os.
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I Techniques

I Ef�cient data structures

I Depth-�rst search

I Breadth-�rst search

I Single-source shortest paths

I Evaluating directed acyclic graphs
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I Graph contraction

I Connectivity problems (CC, BCC, MST)

I Planar separators

I Clustering

I Separator-based clustering for special graph classes
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I (Arge 1995, Chiang et al. 1995)Time-Forward Processing

Evaluating DAGs
I Logical circuits

I More general operations
at nodes
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I (Arge 1995, Chiang et al. 1995)Time-Forward Processing

Evaluating DAGs
I Logical circuits

I More general operations
at nodes

Algorithm:
I Evaluate nodes in topologically sorted order

I Use priority queue to “send data along the edges”

Complexity:
I 2 priority queue operations per edge

I Cost per operation: O
�

1
B logM=B

E
B

�
amortized (Arge 1995)

Total: O (sort( E ))
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I (Zeh 2002)Maximal Independent Set

Greedy algorithm:

I Process vertices in arbitrary
order

I Add a vertex to independent
set if none of its neighbours is
in the set
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I (Zeh 2002)Maximal Independent Set

Greedy algorithm:

I Process vertices in arbitrary
order

I Add a vertex to independent
set if none of its neighbours is
in the set
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I/O-ef�cient:

I Number and sort the vertices

I Direct edges from vertices
with smaller numbers to
vertices with greater numbers

I Use time-forward processing
to do the above
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I List Ranking and Euler Tour

1 98765432 10

Both operations cost O(sort(N )) I/Os.

Applicable to:
I DFS and BFS in trees

I Connected components of a forest

I . . .
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I Techniques

I Ef�cient data structures

I Depth-�rst search

I Breadth-�rst search

I Single-source shortest paths

I Evaluating directed acyclic graphs

I Everywhere

I Graph contraction

I Connectivity problems (CC, BCC, MST)

I Planar separators

I Clustering

I Separator-based clustering for special graph classes

I Diameter-based clustering for undirected graphs

Graph Algorithms for Memory Hierarchies | 17/32



I Graph Contraction

I Identify small subgraphs so that
replacing them with single vertices
preserves property of interest

I Connectivity

I Weighted rank of list node

I Planarity

I . . .

I Contract every such subgraph into
a single vertex

I Solve problem recursively on
compressed graph

I Undo contraction and compute
�nal solution

Contract

Recurse

Expand
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I
(Chiang et al. 1995, Munagala/Ranade 1999)

Connected Components

I Select edge to minimum
neighbour of every vertex

I Compute connected
components of resulting forest

I Contract every connected
component into vertex

I Recursively compute
connected components of
compressed graph

I Undo contraction and compute
�nal labelling of every vertex
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Complexity:
O

�
sort( V ) + sort( E ) log log V B

E

�
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I Separator-Based Clustering

A B 2 -partition of a planar graph G can
be computed in O (sort( N )) I/Os.

(Maheshwari/Zeh 2002)

I O(N=B 2) subgraphs

I Size of a subgraph: B 2

I Boundary size of a subgraph: O(B )

Separator-based algorithms:
I Replace every subgraph with a graph

with O(B ) vertices and O(B 2) or
O(B ) edges

I Solve problem on compressed graph
with O(N=B ) vertices and O(N ) or
O(N=B ) edges

I Use information from previous step to
solve problem on G
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I
(Arge/Brodal/Toma 2000)

Planar Single-Source Shortest Paths

I Replace every subgraph R with a
complete graph over its boundary
vertices
I wG R (v; w ) = dist R (v; w )

I Compute distG (s; v) = dist GR (s; v) for
every separator vertex v

I Compute distG (s; v) for every
non-separator vertex v

G

GR
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I
(Arge/Brodal/Toma 2000)

Planar Single-Source Shortest Paths

I Replace every subgraph R with a
complete graph over its boundary
vertices
I wG R (v; w ) = dist R (v; w )

I Compute distG (s; v) = dist GR (s; v) for
every separator vertex v

I Compute distG (s; v) for every
non-separator vertex v

Cost: O (sort( N ))

Assumption: M = 
( B 2 )

G

GR
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I Diameter-Based Clustering

Idea: Trade off random disk accesses against higher scan volume

I Partition the graph into clusters of
small diameter

I Maintain hot pool H of adjacency
lists

I Scan hot pool when looking for
certain edges

I When edges not found, load
cluster �le into hot pool

So far successful for
I Undirected BFS

I Undirected shortest paths with bounded edge weights
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I Munagala/Ranade's BFS-Algorithm

Build BFS-tree level by level:

L0

L1
L2

L3
L4

L5

L6

L i +1 =
S

v2 L i
N (v) n (L i � 1 [ L i )

Cost:
I O(V + E=B) for reading adjacency lists

I O(sort(E )) for computing levels

Total: O (V + sort( E ))
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I (Mehlhorn/Meyer 2002)Improved Breadth-First Search

Clustering:
I Partition G into O(V=� ) clusters Ci of

diameter at most �

I Store adjacency lists of vertices in
each Ci consecutively (�le F i )

BFS:
I “Hot pool” H stores “hot” adjacency

lists

I Scan H to extract adjacency lists

I When �rst node in Ci reached, add all
adjacency lists in F i to H .

| {z }
�
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�
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I (Mehlhorn/Meyer 2002)Improved Breadth-First Search

Clustering:
I Partition G into O(V=� ) clusters Ci of

diameter at most �

I Store adjacency lists of vertices in
each Ci consecutively (�le F i )

BFS:
I “Hot pool” H stores “hot” adjacency

lists

I Scan H to extract adjacency lists

I When �rst node in Ci reached, add all
adjacency lists in F i to H .

| {z }
�

O
�

V
� + �E

B + sort( V + E )
�

O
� q

V E
B + sort( V + E )

�

Sparse graphs: O (V=
p

B )
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I Current Techniques for Proving Lower Bounds

Reduction from permuting:
I List ranking (Zeh 2002)

I Planar embedding (Maheshwari/Zeh 2002)

Reduction from list ranking: (trivial)

I Shortest paths

I Breadth-�rst search

I Depth-�rst search

Reduction from duplicate elimination:
I Connectivity problems (Munagala/Ranade 1999)

Information-theoretic bounds!
Do not capture random access penalty!
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I Hot Topics

I Cache-oblivious algorithms for planar graphs

I Algorithms for directed graphs
I Stronger lower bounds
I Practical algorithms
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I Cache-Oblivious B-Trees

van-Emde-Boas layout

21 3 4 5 6 7 8 1211109 13 14 15
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I Cache-Oblivious B-Trees

van-Emde-Boas layout Example
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I Cache-Oblivious B-Trees

van-Emde-Boas layout Example

21 3 4 5 6 7 8 1211109 13 14 15
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Search cost: O (log B N )
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I Cache-Oblivious Planar Shortest Paths?

Hierarchy of 22 i
-partitions,

for 1 � i � log log N
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I Cache-Oblivious Planar Shortest Paths?

Hierarchy of 22 i
-partitions,

for 1 � i � log log N

Work of cache-aware algorithm:

I O(N=B 2) subgraphs of size B 2

I O(B ) shortest-path
computations on each subgraph

Total: O (NB ) !!!
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I Cache-Oblivious Planar Shortest Paths?

Hierarchy of 22 i
-partitions,

for 1 � i � log log N

Work of cache-aware algorithm:

I O(N=B 2) subgraphs of size B 2

I O(B ) shortest-path
computations on each subgraph

Cost of �rst level of
cache-oblivious version:
I O(

p
N ) subgraphs of size

p
N

I O(N 1=4) shortest-path
computations on each subgraph

Total: O (NB ) !!! Total: O (N 5=4=B ) I/Os!!!
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I Directed Graphs

Contraction
I Edge contraction does not preserve reachability

Clustering
I Separators work

I dist(v; w) 6= dist( w; v)

Nice properties of undirected BFS-trees are gone.

Graph Algorithms for Memory Hierarchies | 30/32



I Directed Graphs

Contraction
I Edge contraction does not preserve reachability

Clustering
I Separators work

I dist(v; w) 6= dist( w; v)

Nice properties of undirected BFS-trees are gone.
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I Lower Bounds

Need model that captures blockwise disk access.

Memory

°

Cache
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I Lower Bounds

Need model that captures blockwise disk access.

Memory-bounded cell-probe model?
(cell-probe model with memory constraint)

Memory

°

Cache

Memory

Cache

M

???
Graph Algorithms for Memory Hierarchies | 31/32



I Summary

I Graph classes with small separators

I Well-understood in I/O-model

I Interesting results open in cache-oblivious model

I General graphs

I Results on undirected graphs not stellar, but okay

I Directed graphs are the main frontier

I 1=
p

B -type upper bounds start to show up more frequently

I Need new techniques to prove stronger lower bounds

I More techniques!!!
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